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Abstract. Recent analysis of clinical Computer-Interpretable Guideline (CIG)
modelling languages from the perspective of the control-flow patterns has re-
vealed limited capabilities of these languages to provide flexibility for encoding
and executing clinical guidelines. The concept of flexibility is of major impor-
tance in the medical-care domain since no guarantee can be given on predicting
the state of patients at the point of care. In this paper, we illustrate how the flexibil-
ity of CIG modelling languages can be improved by describing clinical guidelines
using a declarative approach. We propose a CIGDec language for modelling and
enacting clinical guidelines.
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elling languages, declarative model specification,temporal logic.

1 Introduction

Clinical Computer-Interpretable Guidelines (CIG) impact clinician behavior (i.e., qual-
ity of patient care, costs, etc.) to a great extent when they are implemented as comput-
erized guidelines that deliver patient-specific recommendations during patient encoun-
ters [1]. A number of guideline modelling languages have been developed to represent
guidelines in a machine and human understandable format that enables guideline execu-
tion. Control-flow perspective of guidelines significantly influences the clinical behav-
ior, because it determines the order of actions in medical treatments. Other perspectives
(e.g., a model of patient data including temporal data, a model of medical actions and
decisions, etc.) add more contextual details to the control-flow perspective, determin-
ing the exact favorable clinical behavior. Unfortunately, due to the absence of a single
standard for developing CIG modelling languages, the functionality of decision-support
systems employing such modelling languages from the perspective of the control-flow
differs to a great extent.

We analyzed the suitability of four modelling languages Asbru, PROforma, GLIF
and EON for expressing control-flow patterns [2] and revealed that these languages do
not offer more control-flow flexibility than process modelling languages employed by
the Workflow Management Systems (WFMS) [3]. This is remarkable since one would
expect CIG modelling-languages to offer dedicated constructs allowing for more build-
time and runtime flexibility. Accommodating flexibility into guidelines means that the



CIG would be sensitive to the characteristics of specific patients and specific health care
organizations [4].

The modelling languages we analyzed explicitly model a care process by specifying
the steps and the order in which these steps are to be executed. Although process lan-
guages allow for some flexibility by means of modelling alternative paths, any of which
could be taken depending on some a-priori available data, they are incapable of han-
dling exceptional or unpredicted situations. Exceptional situations have to be modelled
explicitly. However, modelling of all possible scenarios results in complex models and
is not feasible since exceptional situations and emergencies may arise at any point in
time. This makes it difficult or even impossible to oversee what activity should be per-
formed next. To overcome these problems, i.e. reduce the complexity of models, and
to allow for more flexibility in selecting an execution path, in this paper we propose
CIGDec as a declarative language for modelling clinical guidelines. Unlike imperative
languages, declarative languages specify the “what” task should be performed without
determining of the “how” to perform it. CIGDec specifies by means of constraints the
rules that should be adhered to by a user during a process execution while leaving a lot
of freedom to the user in selecting tasks and defining the order in which they can be
executed. CIGDec can be considered as a variant of ConDec [5] and DecSerFlow [6].

The remainder of this paper is organized as follows. In Section 2 we introduce CIG
modelling languages Asrbu, GLIF, EON and PROforma using a patient-diagnosis sce-
nario. In Section 3 we introduce CIGDec and illustrate a CIGDec model of the patient-
diagnosis scenario. We discuss the drawbacks and advantages of the proposed language
in Section 4. Related work is presented in Section 5. Section 6 concludes the paper.

2 Computer-Interpretable Guidelines

This section describes the main concepts of four well-known CIG modelling languages:
Asbru, EON, GLIF, and PROforma. These have been evaluated from the control-flow
perspective using the workflow patterns [7]. We introduce the main concepts of these
languages by modelling the following patient diagnosis scenario in the tools Asbru-
View, Protege-2000 (for EON and GLIF) and Tallis respectively. A patient is registered
at a hospital, after which he is consulted by a doctor. The doctor directs the patient to
pass a blood test and urine test. When the results of both tests become available, the
doctor sets the diagnosis and defines the treatment strategy.

While specifying the behavior of the scenario, we immediately reflect on the pos-
sibilities to deviate from this scenario required for example in an emergency case. In
particular, we indicate whether it is possible to skip a patient registration step and im-
mediately start with the diagnosis; to perform multiple tests of the same kind or perform
only one of them; and to perform the consultancy by the doctor after performing one of
the tests again. Next to it, we indicate the degree of support of the control-flow patterns
by the analyzed modelling languages. Table 1 summarizes the comparison of the CIG
modelling languages from the perspective of the control-flow patterns [7]. The com-
plete description of the patterns and how they are supported by the analyzed languages
can be found in [8, 3] respectively.

Figure 1 presents the scenario modelled in AsbruView, which is a markup tool de-
veloped to support authoring of guidelines in Asbru [9]. A process model in Asbru
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Table 1. Support for the Control-flow Patterns in (1)Asbru, (2)EON, (3)GLIF, and (4)PROforma

[10] is represented by means of a time-oriented skeletal plan. Skeletal plans are plan
schemata at various levels of detail, which capture the essence of the procedure, but
leave room for execution-time flexibility. The root plan A is composed of a set of other
plans that are represented as 3-dimensional objects, where the width represents the time
axis, the depth represents plans on the same level of the decomposition (i.e. which are
performed in parallel), and the height represents the decomposition of plans into sub-
plans.
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Fig. 1. The patient-diagnosis scenario modelled in Asbru

As the time axis shows, plans Register patient, Consult with doctor, Test phase
and Define the treatment are executed sequentially. The Test phase is a parallel plan
consisting of two activities ask for urine test and ask for blood test. The parallel plan
requires all enclosed plans to be completed in order to pass the flow of control to the
next plan. In this model, only two types of plans were used: sequential (root plan) and
parallel plan (Test phase plan). In AbsruView plans of type: Any-order, Unordered,
Cyclical, and If-then-else, and actions of type: Ask and Variable Assignment can be
visualized.



Deviations from the modelled scenario are not possible in AsbruView, since all
plans are structured and their order is strictly defined. It would be possible to adjust the
model and implicitly incorporate all required execution paths. In particular, the Cyclical
Plan should be used in order to iterate the execution of a certain task. In order to relax
the parallel order of the blood- and urine-tests’ tasks, an Any-order Plan could be used.
However, the behavior of the model would be still deterministic and not allow for much
flexibility. In Asbru there is a concept of plan activation mode. It allows conditions for
aborting, suspending and resuming a plan. This can be relevant for the case of regis-
tering a patient and not having all the needed data initially: a plan is suspended and
later resumed. As the pattern-based analysis showed [3], Asbru is able to support 20
out of 43 control-flow patterns. Asbru uniquely supports the recursive calls and inter-
leaved parallel routing, which are the features not directly supported by other analyzed
languages.

Main modelling entities in EON [11] are scenarios, action steps, branching, deci-
sions, and synchronization [12,13]. A scenario is used to characterize the state of a
patient. There are two types of Decision steps in EON, i.e. a Case step (select precisely
one branch) and a Choice step (select at least one branch). An Action step is used to
specify a set of action specifications or a sub-guideline that are to be carried out. Branch
and Synchronization steps are used to specify parallel execution. We omit EON model
since it is very similar to model created in GLIF (see Fig. 2).

The following features offered by EON can be used in order to make the model of
the patient-diagnosis scenario more flexible. A Scenario can be used to model different
entry points to the model. This allows to “jump” into the middle of the model and to
start execution from that point. This feature is useful for emergency cases where for
example a registration step has to be skipped and immediate treatment procedure has
to be started. Unfortunately, EON offers not much flexibility with respect to synchro-
nization of multiple branches, i.e. it allows the define treatment task to be executed only
if a single or all branches have been executed. However, it is incapable of predicting
how many branches were selected and performing a partial synchronization after all se-
lected branches were executed. From all analyzed modelling languages, EON supports
the lowest number of the control-flow patterns, i.e. only 11 out of 43.

GLIF3.5 [14] is a specification method for structured representation of guidelines.
To create a model in GLIF, an ontology schema and a graph widget have to be loaded
into the Protege-2000 environment. Figure 2(a) visualizes the GLIF model of the basic
patient-diagnosis scenario. In GLIF3.5 five main modelling entities are used for process
modelling, i.e. an Action Step, a Branch Step, a Decision Step, a Patient-State Step, and
a Synchronization Step. An Action Step is a block for specifying a set of tasks to be
performed, without constraints set on the execution order. It allows for including sub-
guidelines into the model. Decision steps are used for conditional and unconditional
routing of the flow to one out of multiple steps. Branch and Synchronization steps are
used for modelling concurrent steps. A Patient-State Step is a guideline step used for
describing a patient state and for specifying an entry point(s) to a guideline.

In order to allow the behavior of the basic patient-diagnosis scenario shown in Fig-
ure 2(a) to deviate, all possible pathes have to be explicitly modelled. Figure 2(b) rep-
resents a scenario, in which Register patient step can be done in parallel to any other



step, but it has to be exactly once to complete the process (if more than once is desired,
an iteration condition for Register patient step can be added which resembles a while
loop: while not all patient data has been entered, repeat Register Patient. In this sce-
nario, a decision can be taken to order tests or to proceed to treatment without tests.
However, treatment or ordering of tests cannot be done before consulting with a doctor.
One or two tests can be ordered before proceeding to treatment. Figure 2(b) shows how
complex the model has become after we introduced several deviations from the basic
scenario. Thus, this specification needs to model graphically all the possible paths of
execution, and it is not very scalable.
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Fig. 2. The patient-diagnosis scenario modelled in GLIF3.5/Protege

Similar to EON, GLIF allows multiple entry points into the model to be specified
by means of the Patient-State step. This allows the execution to start from any point
where a patient enters a scenario model while skipping tasks-predecessors. GLIF offers
more variants for synchronizing parallel branches, i.e. to synchronize after one, sev-
eral or all tasks have been completed. However, GLIF is incapable of synchronizing
branches when it is unknown which branches and how many of them will be chosen.
This explains why the number of control-flow patterns supported by GLIF (17 out of
43) is bigger than in EON but still smaller than Asbru.

PROforma [15] is a formal knowledge representation language for authoring, pub-
lishing and executing clinical guidelines. It deliberately supports a minimal set of mod-
elling constructs: actions, compound plans, decisions, and enquiries that can be used as
tasks in a task network. In addition, a keystone may be used to denote a generic task in
a task network. All tasks share attributes describing goals, control flow, preconditions,
and postconditions. A model of the basic patient-diagnosis scenario created in Tallis
is shown in Figure 3(a). Note that in PROforma control-flow behavior is captured by
modelling constructs in combination with the scheduling constraints. Scheduling con-
straints are visualized as arrows connecting two tasks, meaning that the task at the tail
of the arrow may become enabled only after the task at the head of the arrow has com-
pleted. To deviate from the basic scenario, some of the scheduling constraints should
be removed as it is shown in Figure 3(b).

In contrast to all examined languages, PROforma allows for late modelling, i.e. if it
is not clear in advance what steps exactly should be performed, these steps are modelled
by means of keystones, which are substituted by a desired type of the task before the
model is deployed. Furthermore, by means of triggers it is possible to specify that a task
has to be performed even if the task’s preconditions were not satisfied. PROforma also
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Fig. 3. The patient-diagnosis scenario modelled in PROforma/Tallis

allows for more flexibility during the synchronization of multiple paths, thus it is able
to predict how many paths from the available ones were selected and to merge them
when they have completed. Furthermore, scheduling constraints in PROforma are not
obligatory. This means that stand-alone tasks may be activated upon the fulfillment of
a pre-condition. PROforma has the highest degree of pattern-support from all analyzed
languages, i.e. it supports 22 out of 43 patterns.

The medical community has always emphasized that it is impossible to use work-
flow formalisms because of specific requirements such as flexibility. However, when we
examined guideline modelling languages we didn’t find more flexibility than in todays
workflow and BPM products. Given a large variety of process modelling languages
nowadays it makes no sense to develop more complicated language which would sup-
port more control-flow patterns. Instead, we take a completely new approach and pro-
pose a CIGDec language for encoding clinical guidelines.

3 Declarative description of clinical guidelines

In this section we present the CIGDec declarative language and show benefits of apply-
ing it for modeling clinical guidelines.

Modelers who use traditional CIG modelling languages have to represent all pos-
sible scenarios (normal and exceptional) that can occur during the execution. Such a
model has to include all possible scenarios that can occur during the execution. This
means that CIG modelers have to predict in detail all possible execution paths in ad-
vance for the guideline they are modelling. The model itself tends to be very complex
and strictly predefines all relationships between all steps in the guideline. Such a model
not only prescribes to users what to do, but it also contains a detailed specification about
how to do it. Hence, traditional CIG modelling languages are of an imperative nature.

CIGDec is a declarative language, i.e., its models specify what to do and leave it
up to the user to decide how to work depending on the case. CIGDec models do not
require all possible scenarios to be predicted in advance. On the contrary, the model
consists of a set of tasks and some dependencies (relationships) between these tasks.



Dependencies between tasks can be seen as some general rules that should always hold
in the guideline. Any task in the model can be performed by a user if and only if none
of the specified rules is violated. As an extreme example, a CIGDec model that consists
only of a set of tasks without dependencies would represent a completely free guideline,
where a user can execute any task in any desired order. As more rules in the model as
less possibilities to deviate from a certain execution order is given to the user. Therefore,
rules constrain the model. Hence, we refer to dependencies between tasks (rules) as to
constraints.

Any CIG model consists of a set of tasks and some relationships between them
specifying the exact order of tasks. Typically, traditional languages use a predefined set
of constructs that can be used to define relations between tasks: 1) sequence, 2) choice,
3) parallelism, and 4) iteration. These constructs are used to define the exact control-
flow (order of tasks) in the guideline. In CIGDec, this set of constructs is unlimited, i.e.,
constructs can be added, changed and removed, depending on the requirements of the
application, domain, users, etc. We refer to constructs used for defining possible types
of dependencies between tasks in CIGDec as to constraint templates. Each template
has its semantics, which is formally represented by one Linear Temporal Logic (LTL)
formula. This semantics is used for the computerized enactment of the guideline [5].
LTL is extensively used in the field of model checking, where the target model is verified
against properties specified in LTL [16, 17]. For computerized enactment of CIGDec
model we use algorithms for translating LTL expressions into automata developed in
the model checking field [18, 6, 5]. Since LTL formulas can be very complex and hard
to understand, each template also has unique graphical representation for users. In this
way, we ensure that CIGDec users do not have to be LTL experts in order to work with
models [5]. Although the set of templates is ‘open’, we propose a starting collection of
eleven templates in [19].

When looking at a traditional CIG model, one usually tries to find the starting point
and then follows the control-flow until the end point is reached. This cannot be applied
to CIGDec models. Constructs (lines) do not necessarily describe the order of tasks, but
rather various dependencies between them. In our starting set of constraint templates we
distinguish between two types of templates: ‘existence’ (unary) templates, and binary
templates that can represent a ‘relation’ or ‘negative relation’.

‘Existence’ templates are unary templates because they involve only one task. Gen-
erally, they define the cardinality (possible number of executions) of the task. Binary
templates involve two tasks. For example, a special line between tasks might mean that
these two tasks include each other (e.g., ‘co-existence’ template between tasks A and B
specifies that if A happens then B happens and vice versa, without specifying in which
order). The ‘responded existence’ constraint specifies that if one task is performed then
the other task before or after the first one. There are also some binary templates that
consider the order of activities. One example is the ‘response’ template, which specifies
that the a given task has to be performed at least once after the other task has been com-
pleted. Note that in all these examples it was possible to have an arbitrary execution of
other tasks between the two related tasks.



3.1 CIGDec model for the diagnosis scenario

Figure 4 depicts a CIGDec model of our patient-diagnosis scenario. It consists of five
tasks. In an extreme case, it would be possible to make and use the model consisting
only out of these tasks and without any constraints. This would be a unrestricted model
allowing for maximum flexibility, where tasks could be executed an arbitrary number of
times (‘0..*’) and in any order. This model would have an infinite number of execution
possibilities (different process instances). However, to develop a model that provides
guidance, we add five constraints derived from three constraint templates.

register patient

blood test
precedence

consult doctor

urine test

Fig. 4. CIGDec model for the diagnosis scenario.

First, there is one unary (involving one task) constraint created from the template
‘existence’ - constraint presented as cardinality /.. * above the task register patient. This
constraint specifies that the task register patient has to be executed at least once within
one process (guideline) enactment.

Second, there are two constraints created from the template ‘precedence’ as shown
in Figure 4: one between tasks consult doctor and blood test and one between tasks
consult doctor and urine test. Precedence is a binary template, i.e., it defines a depen-
dency between two tasks. A ‘precedence’ between two tasks A and B means that task B
can only be executed after task A was executed at least once [6]. It is possible that other
tasks are executed between A and B. Hence, if we want to execute task blood test we
can do so only after we have executed task consult doctor. Note that other tasks from
the model can be executed between consult doctor and blood test. Task test urine also
has a ‘precedence’ relation with task consult doctor and it can be executed only after
task consult doctor. Similarly, there could be other tasks between them. Moreover, the
doctor may be consulted multiple times before and after doing the tests.

Third, we use a binary template ‘response’ to create two constraints: one between
tasks blood test and treatment and one between tasks urine test and treatment. Template
‘response’ between tasks A and B defines that after every execution of task A task B has
to be executed at least once while it is possible that other tasks are executed between A
and B. Thus, after every blood test at least one treatment should follow, and there could
be other tasks from the model executed between them. The same holds for tasks urine
test and treatment.

The possibilities given to a user during execution of the model depicted in Figure 4
are defined as a combination of all five constraints in the model. When looking at the
models designed by means of the analyzed language Asbru, the execution always had



to start with the task register patient. This may cause problems in cases of emergency,
when there is no time for the registration requiring the procedure with doctor (task
consult doctor) to start immediately. While in EON and GLIF allow multiple entry-
points to a scenario, these entrance steps have to be modelled explicitly. In PROforma a
task can be modelled without use of scheduling constraints which allows this task to be
executed at any moment. Note however, that the CIG languages assume that a task can
be executed once during the model execution or iteratively a specified number of times.
In CIGDec model a patient-registration step can be performed at any moment during
the CIGDec process. Furthermore, CIGDec model allows to perform register patient
multiple times in case the required data is not available on time.

If we look at the traditional models Figures 1, 2 and 3 (i.e. mode using Absru and
EON, GLIF and PROforma), task consult doctor was executed exactly once. CIGDec
model allows this task not to be executed at all, but it also allows it to be executed
multiple times. For example, some patients use medication periodically. For them only
the treatment task has to be performed either before or after the register patient has
been executed. On the other hand, in some complex cases, task consult doctor can be
performed more than once at various points during the CIGDec execution.

If necessary, a doctor can order a blood test many times or not at all during the
CIGDec process. However, constraint ‘precedence’ between this task and consult doc-
tor makes sure that blood test can not be done for a patient that has not seen the doctor
before. Note that his holds only for the first blood test. Sometimes, the results can be
unexpected and doctor can order a different type of blood test without having to see
the patient again. After every blood test, task treatment is performed. It is possible that
during treatment no medication is prescribed due to the good test results. However,
it is also possible to wait and to perform several blood tests in order to make an in-
formed decision before the task treatment is performed. Since task urine test has the
same relationships as task blood test (‘precedence’ with consult doctor and ‘response’
with treatment), the same variants of execution paths hold like for the task blood test.
However, note that none of the tasks ‘blood test’ and ‘urine test’ do not have to execute
at all, or each of them can be executed one or more times, or only one of them can be
executed one or more times.

CIGDec model from Figure 4 could be used to realize the following scenarios. First,
in the ‘case A’ a periodical medication is prescribed to a chronic patient: only register
patient and treatment tasks are executed. In the ‘case B’ an urgent visit starts directly
with consult doctor and only afterwards the task register patient is executed. The urine
test was not necessary. The results of the blood test were unclear so the treatment is
executed only after the results of the second blood test became available and an addi-
tional consult doctor task. In the ‘case C’, the situation was not urgent, so task register
patient was performed before the task consult doctor. Both urine test and blood test are
performed. However, due to alarming results of the urine test an immediate treatment
was executed to prescribe appropriate medication. The results of blood test arrived later,
and an additional freatment task was executed to handle the blood test results as well.



4 Discussion

We have shown that CIGDec can be used to define the degree of flexibility given to a
user during the process execution. We have also indicated that a degree of the absolute
flexibility can be reached by leaving out all constraints resulting in the freedom given
to a user to select any task and execute tasks in any desired order. Since the degree
of flexibility has to be controlled in the context of medical care in order to adhere to
strict and desirable recommendations, the mandatory and optional constraints have to
specified for a modelled guideline. To control the adherence to the specified constraints,
the execution engine CIGDec prohibits the violation of the mandatory constraints while
allowing the optional constraints to be neglected. All user steps that might result in the
violation of constraints are communicated to a user by means of warnings.

The advantages of the proposed CIGDec-based approach over the analyzed mod-
elling languages that employ the imperative approach are as follows:

e CIGDec enables the flexibility in selection, meaning that a user executing a model
specified in CIGDec gets a freedom in choosing an execution sequence, without
requiring this sequence to be thought of in advance and explicitly modelled during
the design-time.

e CIGDec enables late binding, meaning that it allows to choose an appropriate task
at the point of care. This feature is particular important in modelling of CIG since it
is not always possible to predict what steps will need to be executed, thus the task
selection is case-dependent.

e CIGDec ensures the absence of change, meaning that it prohibits choices of users
that would violate mandatory constraints.

e CIGDec allows for extendability and allows new LTL formulas to be introduced,
thus applicability of CIGDec could be tailored to a specific situation.

The disadvantages of using CIGDec are as follows:

e If a process to be modelled has to be very strict and should allow for flexibility,
then the use of CIGDec may result in a complex model.

e CIGDec aims at the modelling of rather small processes, since the description of
large processes (containing approximately several thousands of tasks) becomes dif-
ficult to understand.

Since both imperative and declarative languages have disadvantages, in order to im-
prove the flexibility of the CIG modelling languages we recommend to augment the
CIG languages with the features offered by CIGDec.

5 Related Work

The recent Workflow Patterns initiative [2] has taken an empirical approach to identi-
fying the most common control constructs inherent to modelling languages adopted by
workflow systems. In particular, a broad survey of modelling languages resulted in 20
workflow patterns being identified [7]. In this paper we have used the revised set of the
control-flow patterns [8] to evaluate CIS’s modelling languages.



There had been many attempts to enrich the flexibility of workflow (process) man-
agement systems. Case-handling systems are systems that offer more flexility by focus-
ing on the whole case (process instance), instead of individual tasks [20]. An example
of such a system is FLOWer [21], where users can ‘move up and down’ the process by
opening, sipping and re-doing tasks, rather than just executing tasks. Although users
have a major influence on execution in FLOWer, their actions are seen as going back-
wards or forward in a traditional process model. Moreover, this might some unwanted
side-effects. For example, if the user wishes to execute again (re-do) an earlier task,
s(he) will also have to execute again (re-do) all tasks that followed it. Unlike in FLOWer,
deviations are not seen as an exception in CIGDec but as ‘normal’ behavior while the
process instance unfolds further according to the choices of users.

Flexibility of process enactment tools is greatly increased by their adaptivity. ADEPT
is an example of an adaptive system where users can change the process model during
the enactment [22]. ADEPT is a powerful tool which enables users to insert, move and
delete tasks form the process instance they are currently working on. However, the user
has to be a process modelling expert in order to change the model. Moreover, in med-
ical domain cases may have many differences and adaptations would be too frequent
and time consuming. CIGDec does not see deviations as changes in the model and a
good-designed CIGDec model can cover a wide variety of cases.

One of a promising ways to introduce flexibility is to replace imperative by declar-
ative. Various declarative languages “describe the dependency relationships between
tasks, rather than procedurally describing sequences of action” [23]. Generally, declar-
ative languages propose modeling constraints that drive the model enactment [23-25].
Constraints describe dependencies between model elements. Constraints are specified
using pre and post conditions for target task [25], dependencies between states of tasks
(enabled, active, ready, etc.) [23] or various model-related concepts [24].

6 Conclusions

In this paper, we have proposed a declarative approach which could be applied to over-
come problems experienced by the imperative languages used for modelling clinical
guidelines. In particular, we have shown how by means of applying the CIGDec lan-
guage more flexibility in selection can be achieved than the considered CIG modelling
languages offer. Furthermore, we showed how the model declared in CIGDec can be
enacted. In addition, we discussed differences between the proposed declarative and
analyzed imperative languages, their advantages and disadvantages, and made a propo-
sition to combine the features of imperative and declarative approaches in order to in-
crease their applicability and usability.
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